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Abstract. The C programming languageis still ubiquitous in embedded
software development. For many tools that operate on programs written
in pointer languageslik e C, it is essential to have a good approximation
of the information about where the pointer variables possibly may point
to at runtime. We present a points-to analysis, which is basedon Steens-
gaard's approach to points-to analysis [12], but achievesa higher level of
precision.

1 In tro duction

Due to high production volumes in the embedded systems¯eld, resourcesas-
signed to software development causeonly a small fraction of the overall costs.
Keeping the expensesfor hardware per device low is thus more important. This
situation causessomereluctance in adopting programming languageslike Java,
which trade low requirements on runtime resourcesfor e±cient software devel-
opment methods. Not surprisingly, Lanfear and Balacco arrive in their market
study at the conclusion that \C remains the languageof choice for embedded
developers" (see[8]).

We believe that code transformation approachessuch as, e.g., Partial Eval-
uation (see[7]) have an enormous,but not yet exploited potential to raise the
productivit y of software development especially for embedded systems. With
such approaches,genericcode can automatically be tailored to speci¯c applica-
tions, thus achieving specializedand therefore lessresourcedemanding versions
of the code. However, advanced optimizations or code transformations on pro-
grams written in pointer languagessuch as C do not yield good results if they
cannot apply as precise as possible information on where the program's vari-
ablespossibly may point to at runtime. In general, it is not possibleto compute
points-to information with absoluteprecision (see[10]). However, various analy-
sisalgorithms have beendeveloped, which compute conservative approximations
at di®erent levels of result precision and computational complexity (see[4], [9]).
The one that is described in [13] was quite in°uential, since it producesresults



which are signi¯cantly more precisethan thoseof trivial analyses1 (see[5]), while
it has an almost linear time complexity.

struct f int *d, *e; float f, *g; g s3, *s4;
struct f int a, *b, *c; g s1, *s2;
int i1, *i2, **i3, **i4;
float f1, **f2;

s2 = &s1;
s4 = &s3;
f2 = &s4->g;
*f2 = &f1;
i3 = &s2->b;
i3 = &s4->d;
i4 = &s2->c;
*i4 = &i1;
i2 = (int*)s2;
i2 = (int*)s4;

T1

T2

T3

T4

T5

T6

T7 T8

T9

s2: � 1 s4: � 2

i2: � 3 i3: � 4

i4: � 5 f2: � 6

s1: � 7 s3: � 7

i1: � 8 f1: � 9

� 4 = f ((0; 4); �; � 7 ; (0; 4))g

� 5 = f ((0; 4); �; � 7 ; (8; 0))g

� 6 = f ((0; 4); �; � 7 ; (12; 0))g

� 7 = f ((8; 4); �; � 8 ; (0; 0));

((12; 4); �; � 9 ; (0; 0))g

� 8 ; � 9 = fg

� 1 ; � 2 ; � 3 = f ((0; 4); �; � 7 ; (0; 0))g

Fig. 1. Sample C code and analysis result

This paper reports on a fast points-to analysis that is quite similar to the
methods described in [13] and [12], but with an increasedlevel of precision. The
proposedapproach is °ow-insensitive, which means that the order of program
statement execution is irrelevant. In general, the algorithm needsthe complete
sourcecodeof the program to beanalyzed.This is usually called \whole-program
analysis". The analysisprocessis inter-procedural,but context-insensitive,which
meansthat the resultswhich stemfrom function callsareuni¯ed over all function
call sites.Components of structured variablesareconsidered.All heapallocations
from a single call site are mapped to a single abstract location.

Points-to information can be represented adequately by means of storage
shape graphs (see[2]). We call the nodes of such a graph \abstract locations".
They represent a set of actual memory locations, which cannot be distinguished
by the analysis. An abstract location can point to other abstract locations, but
in order to restrict the sizeof the graph, each node is limited to point to a single
node only. This means that all abstract locations pointed to by a single node
have to be merged. Figure 1 shows a short C code fragment taken from [12]
and the storageshape graph producedby the proposedanalysis.For now, please
ignore the equations in the lower right part of the ¯gure { their meaningwill be
explained later. With exception of s1 and s3 all storage locations of variables
are represented by distinct abstract locations. The abstract locations for s1 and

1 The address-taken analysis, e.g.,which assumesthat each variable can possibly point
to each variable whose addressis taken anywhere in the program.



s3 had to be merged, since pointers to s1 as well as to s3 are assignedto the
variable i2

The remainder of this paper is organizedas follows. In section 2 we discuss
related work. Section 3 de¯nes a C languagesubset,which will be instrumental
for compact presentation. The data structures usedto describe the storageshape
graphs are intro duced in section 4. In section 5 we intro duce a set of rules, one
for each kind of languagestatements, which establish constraints on the storage
shape graph. A storage shape graph, which satis¯es all constrains, gives a safe
points-to approximation. Section6 describesan algorithm, which producessuch
graphs. Someexperimental results are summarized in section 7.

2 Related Work

The points-to analysisproposedin the sequelmay be consideredasan extension
to the method described by Bjarne Steensgaard[12], which, in turn, is a modi¯-
cation to his own work reported on in [13]. Inescapablythe form of presentation
used in this paper is in°uenced by the mentioned articles. The ¯rst rough-cut
idea, which initiated the work that let to this paper, wasactually brought up by
Steensgaardin a short discussionby email with one of the authors.

The main enhancements comparedto [12] are the following: First, our anal-
ysis producesmore preciseresults. Points-to analysis is applied to answer ques-
tions like \Whic h memory locations (both function variablesand heapallocated
memory) may be accessedby the expression*s2->c (often called accesspath) at
runtime?". The lower the number of locations, the more preciseis the analysis
result. The sourcecode fragment shown in Fig. 1 is virtually the sameas the
one Steensgaardusesas an example in his article. His analysis, however, would
have to join ¿8 and ¿9 to becomea single abstract location, which meansthat
accesspaths to variables i1 and f1 , respectively, would be aliased.

The improvedprecisioncomparedto [12] is dueto the following facts. In order
to guarantee for a linear relation betweenthe sizeof storageshape graphsand of
analyzed programs, the information on where a pointer in a ¯eld points to has
to be of constant size. This is why two abstract locations are joined whenever
a pointer may point to both of them, instead of storing a set of references.
Steensgaard'sanalysisdoesroughly the samefor pointer o®sets:If a pointer may
point to two di®erent o®setsin the sameabstract location, then it is assumed
that nothing is known about the o®set.This meansthat all ¯elds of the abstract
location have to be joined into a single embracing ¯eld. In contrast to that, our
analysis incorporates rangesof pointer o®sets,which are represented by a pair
of numbers that represent o®setand width of the range (depicted by the gray
area in Fig. 1). The proposedanalysishas therefore to join the ¯elds only, which
are located in this range. Some¯gures of merit in terms of precision are given
in the results section of this article.

Furthermore, we considerour analysis to be conceptually simpler and there-
fore easierto implement. Steensgaarddistinguishes four kinds of abstract loca-



tions. The proposedanalysis, in contrast, appliesa singlekind of representation.
This leadsto a more compact algorithm, which we considerto be more concise.

Manuvir Das describesin a recent paper [3] another improvement to Steens-
gaard'sanalysis.His studiesof real world C programsrevealedthat the prevalent
use of pointers is in passingthe addressesof struct type objects or updateable
values(lik e, e.g., in calls of the scanf function). The analysis takesadvantage of
this fact by avoiding joins at the top level of pointer chains whenever possible.
Although the algorithm is part of a higher complexity class,which is due to the
fact that it is lessconservative, in practice it is almost as fast as Steensgaard's
analysis and nearly as precise as other algorithms that scale worse. Although
Manuvir Das' approach is orthogonal to and may also be combined with our
analysis, we did not yet pursue this idea.

3 Source Language De¯nition

For the sake of a compact illustration we present our points-to analysis for pro-
grams written in a language (see Fig. 2), which we borrowed from [12] being
essentially a subset of the C programming language (see [6]). Extending the
analysis to support the complete C languagespeci¯cation is relatively straight-
forward. f, p, r, x and y range over all possible variable namesand constants,
n over all possible¯eld names.We do not have to consider control statements
sincethe outlined analysis is °ow-insensitive.

S ::= x = s y
j x = s &y
j x = s � y
j x = s allocate(y)
j � x = s y
j x = s op(y1 : : : yn)
j x = s &y ! n (a)
j x = s fun(f1 : : : fn) ! r f S� g (b)
j x = s p(y1 : : : yn) (c)

Fig. 2. Syntax of the consideredsource language

Somepecularitiesof the compiler implementation, which are intentionally not
speci¯ed in [6], have to be provided. Namely, theseare the sizesof the di®erent
basic types and the sizesand o®setsof components of structured types2. This
information is being usedto attribute each assignment statement by the sizeof
the assignedvalue and to compute o®setsinto structured memory locations (see
Fig. 2(a)). Aside from that, typesare irrelevant: The analysisgracefully handles

2 Note that the analysis presented in [12] applies symbolic o®setsand is therefore
somewhat less implementation dependent.



component accessesto basic type variables as well as assignments of basic type
valuesto variables with structured typesand vice versa{ which is supported in
C due to unsafetype casts.

The allocate(y) function dynamically allocatesy bytes of memory. Arithmetic
and other primitiv e operations are described by op(y1 : : : yn) expressions.Figure
2(b) shows the syntax for function de¯nitions: The f1 to fn variables are func-
tion parameters and the r variable (which is hidden in C programs) holds the
function's return value. Function calls (Fig. 2(c)) have call-by-value semantics.

4 Data Structures

We de¯ne a set of data structures, which are exploited in the points-to analysis
in order to denote the storageshape graph. Fig. 1 details someexamples.

¿ = f f 1; ::: ; f n g (1)

f = (q; ¸; ¿; p) (2)

q = (o;s) (3)

p = (l ; u) (4)

o; l 2 N+
0 [ f?g (5)

s;u 2 N+
0 [ f>g (6)

¸ = lam(¿1; ::: ; ¿n )(¿) (7)

A storageshapegraph G is a setof abstract locations¿, each representing a setof
storagelocations of the program being analyzed.Thesecan be named locations
like variables or function parameters, as well as anonymous ones like memory
blocks allocated on the heap. To be able to represent structured objects, an
abstract location consistsof a set of non-overlapping ¯elds f . An object, which
is always accessedasa whole (t ypically a variable of basic type), carriesone¯eld
only (or none, if the analysisdetects that it never points anywhere; after all, we
are interested in pointers only). Objects with sub-components being accessed
in the analyzed program are represented by an abstract location with possibly
more than one ¯eld. There is not necessarilya one-to-one mapping between
the components of a storage location with structured type and the ¯elds of an
abstract location. On the onehand, a single ¯eld can represent a set of adjacent
components of a memory location. Since an abstract location may represent a
set of actual memory locations, a single ¯eld can also represent components
from distinct memory locations. A ¯eld hasa certain extent (o;s) in its abstract
location with o®seto and sizes. It can hold a pointer to an abstract location ¿
and/or to an abstract function ¸ = lam(¿1; ::: ; ¿n )(¿), which in turn represents a
set of functions, whoseparametersand return variablesare describedby abstract
locations¿1; ::: ; ¿n , and ¿, respectively. Fields contain a secondtuple (l ; u) which,
whenever the ¯eld holds a pointer to an abstract location ¿, describesthe range
of possible o®sets[l ; l + u) into the memory locations represented by ¿. An
o®setrange (0; > ) meansthat the pointer can point anywhere into the object.



For a ¯eld extent this value means that the ¯eld spans the complete abstract
location. (? ; 0) asan o®setrangeor ¯eld extent descriptor meansthat the value
is not yet constrained in any way. This descriptor value is transient and will not
be present in the ¯nal storageshape graph, unlessthe program being analyzed
dereferencesuninitialized pointers. Two ¯elds or two abstract functions are equal
when they are structurally equal,but abstract locations (¿), ¯eld extents (q) and
o®setranges(p) have an identit y (possibly implemented by the useof tags), and
equality is de¯ned by identit y.

We de¯ne a sub-interval-like (Eqn. 8) and an intervals-overlap-like relation
(Eqn. 9) on ¯eld extents and o®setranges,which will be helpful in being concise
later on:

(o1; s1) E (o2; s2) , o2 · o1 ^ o2 + s2 ¸ o1 + s1 (8)

(o1; s1) ./ (o2; s2) , o1 + s1 > o2 ^ o2 + s2 > o1 (9)

The aforementioned restriction, that the ¯elds of abstract locations may never
overlap, can now be denoted as

8¿ 2 G : 8((oi ; si ); ¸ i ; ¿i ; pi ); ((oj ; sj ); ¸ j ; ¿j ; pj ) 2 ¿ :

i 6= j , (oj ; sj ) 6./ (oi ; si ) (10)

5 Constrain t Deduction

This section de¯nes a rule for each kind of statement of the languagede¯ned in
section 3, which establishesconstraints on the storage shape graph. A storage
shape graph that conforms to all constraints implied by these rules and all the
statements of a given program, is valid with respect to this program. The order
of statement consideration is irrelevant.

To keepthe rules compact we de¯ne two more relations on ¯elds and abstract
locations. The ¯rst is an inclusion-like relation:

((o1; s1); ¸; ¿; (l1; u1)) E ¿2 ,

9((o2; s2); ¸; ¿; (l2; u2)) 2 ¿2 :

(o1; s1) E (o2; s2) ^ (l1; u1) E (l2; u2) (11)

Intuitiv ely, it states that an abstract location contains a certain ¯eld. Consider,
however, that ¯eld extents and o®setrangesdo not have to be equal; ¯eld extent
and o®setrangeof the abstract location's ¯eld only have to be at least as `wide'
asthoseof the ¯eld givenat the relation's left hand side(e.g., ((0; 4); ¸; ¿; (4; 4))E
f ::: ; ((0; 8); ¸; ¿; (0; 8)); ::: g).

The secondrelation is de¯ned as:

¿1 ( l 1 ;u 1 )E
s
( l 2 ;u 2 ) ¿2 ,

8((o;s); ¸; ¿; q) 2 ¿1 : (o;s) ./ (l1; u1 + s) )

(( l2; u2 + s); ¸; ¿; q) E ¿2 (12)



This relation is being used to establish constraints on the storage shape graph
due to variable assignments. Thinking operationally, it is the analog of copying
a block of data of size s from location ¿1 at an o®setwhich is in the interval
[l1; u1) into location ¿2 at an o®setof the interval [l2; u2).

A ` x : � 1 A ` y : � 2

� 2 (0 ;0)E
s
(0 ;0) � 1

A ` satisf ied(x = s y)

A ` x : � 1 A ` y : � 2

9� : ((0; s); �; � 2 ; (0; 0)) E � 1

A ` satisf ied(x = s &y)

A ` x : �
9� 0; � 0 : ((0; s); � 0; � 0; (0; 0)) E �
A ` satisf ied(x = s allocate(y))

A ` x : � 1 A ` y : � 2

9� 3 ; l ; u; �; s0 : ((0; s0); �; � 3 ; (l ; u)) 2 � 2

s0 � sizeof(void*)
� 3 ( l;u )E

s
(0 ;0) � 1

A ` satisf ied(x = s � y)

A ` x : � 1 A ` y : � 2

9� 3 ; l ; u; �; s0 : ((0; s0); �; � 3 ; (l ; u)) 2 � 1

s0 � sizeof(void*)
� 2 (0 ;0)E

s
( l;u ) � 3

A ` satisf ied(� x = s y)

A ` x : � A ` yi : � i

9� 0 : 8i 2 [1 : : : n] : � i (0 ;0)E
sizeof( yi )
(0 ;0) � 0

� 0
(0 ;0)E

s
(0 ;0) �

9� � ; � : ((0; s); �; � � ; (0; > )) E �
A ` satisf ied(x = s op(y1 : : : yn))

A ` x : � 1 A ` y : � 2

9� 3 ; l ; u; � 3 ; s0 : ((0; s0); � 3 ; � 3 ; (l ; u)) 2 � 2

s0 � sizeof(void*)
((0; s); � 3 ; � 3 ; (l + o�set (n); u)) E � 1

A ` satisf ied(x = s &y ! n)

A ` x : � A ` r : � 0
r

8i 2 [1; : : : ; n] : A ` f i : � 0
i

9� 0; l ; u; s0; � : ((0; s0); �; � 0; (l ; u)) 2 �
s0 � s

8i 2 [1; : : : ; n] : si = sizeof(fi )
sr = sizeof(r)

� = lam (� 1 ; : : : ; � n )( � r )
8i 2 [1 : : : n] : � i (0 ;0)E

s i
(0 ;0) � 0

i

� 0
r (0 ;0)E

sr
(0 ;0) � r

8x 2 S� : A ` satisf ied(x)
A ` satisf ied(x = s fun(f1; ::: ; fn) ! r f S� g)

A ` x : � A ` p : � 0
p

8i 2 [1; : : : ; n] : A ` yi : � 0
i

9� 0; l ; u; s0; � : ((0; s0); �; � 0; (l ; u)) 2 � 0
p

s0 � sizeof(void� )
8i 2 [1; : : : ; n] : si = sizeof(yi )

� = lam (� 1 ; : : : ; � n )( � r )
8i 2 [1; : : : ; n] : � 0

i (0 ;0)E
s i
(0 ;0) � i

� r (0 ;0)E
s
(0 ;0) �

A ` satisf ied(x = s p(y1; ::: ; yn)

Fig. 3. Constraint deduction from program statements

Figure 3 de¯nes for each kind of statement a set of relations on components
of the storageshape graph, which have to hold in order that the graph is valid
for the program considered.A de¯nes the mapping of the program's variable
identi¯ers to abstract locations in the storage shape graph. The rule for the
address-of(&) operation for example is

A ` x : ¿1 A ` y : ¿2

9¸ : ((0; s); ¸; ¿2; (0; 0)) E ¿1

A ` satisf ied(x = s &y)



It states that if the program being analyzed contains a statement of the form
x=&y and if variables x and y are mapped to abstract locations ¿1 and ¿2, re-
spectively, then ¿1 has to contain a ¯eld, which

1. is located right at the beginning of ¿1,
2. is at least as wide as a pointer value,
3. may or may not point to a function, and
4. points to the abstract location, which represents variable y (possibly among

others) at
5. an o®setknown to be in a range which includes 0,

in order that the storageshape graph is valid with respect to the statement.
Theserequirements are derived from the C languagesemantics, but they are

relaxed in order to allow for a fast analysis that computes a conservative ap-
proximation. Statements 1 and 2 are due to the extent (0; s) of the ¯eld required
to be part of ¿1. s is the size of a pointer value, since a pointer value is the
data being assignedand becausethe parser provides information on the width
of assignedvalues(indicated by the indexed s at the = operator). Note that the
E relation does not require ¿1 to have a ¯eld with an extent of exactly (0; s),
but rather a ¯eld, whoseextent comprises(0; s) (seeEqn. 11). This is why line
2 states that the ¯eld has to be at least as wide as a pointer value. Statement 3
basically denotesthat ¸ may be lam ()(), which does not represent a function.
However, it may as well point to somereal function, if x is assigneda pointer
to a function in another program statement. In statement 4 ¿2 is required to
be the abstract location, which represents y. Sincey may be aliasedwith other
variables, ¿2 may also represent these.The o®setrange (0; 0) captures the o®set
0 exactly. As de¯ned by the C languagesemantics, this is the o®setinto y to
which x will point after statement x = &y is executed.However, due to another
statement, x may also point to someother o®set.That is why it is not required
for the ¯eld in ¿1 to point exactly to o®set0, but rather to any o®setin a range,
which includes 0. Once again, this is due to the de¯nition of the E relation.

Becauseof spaceconstraints wecannot givean explanation for each and every
rule. Instead, we highlight somesubtleties: The rule for allocate statements is
similar to the address-ofrule, but the abstract location pointed to is anonymous.
Consider how the rules for pointer indirections apply the o®setranges.The rule
for &y ! n is a combination of pointer indir ection and address-ofrule with an
extra o®setaddition. Regarding the rule for primitiv e operations: If a pointer
value is used in an arithmetic expression,then it might be possible to reclaim
it from the computed value, which therefore can possibly point to all abstract
locations to which one of the operandsmay point. Beyond that all information
on the o®setrange is lost (considerptr++ expressions),which is why it is forced
to (0; > ). The rules for function de¯nition and function call basically enforce
the °ow of pointers from actual parameters to formal parameters by meansof
function pointer variables.



6 Constrain t Solving

A set of constraints can be deducedfor a given program, by meansof the rules
given in section 5. A storage shape graph which satis¯es these constraints is
valid with respect to the program. This section describes an algorithm for the
construction of such graphs.

cjoin (s; p1 ; � 1 ; p2 ; � 2):
if (not replaying)
pending (p1) = pending (p1) [
f < cjoin ; s; p1 ; � 1 ; p2 ; � 2> g

pending (� 1) = pending (� 1) [
f < cjoin ; s; p1 ; � 1 ; p2 ; � 2> g

pending (p2) = pending (p2) [
f < cjoin ; s; p1 ; � 1 ; p2 ; � 2> g

let (l1 ; u1) = p1 ; (l2 ; u2) = p2 in
if (l1 6= ? ^ l2 6= ? )
forall (p0; � 0; � 0; q0) 2 � 1 do
if (p0 ./ (l1 ; u1 + s))
join (f (( l2 ; u2 + s); � 0; � 0; q0)g; � 2)

join (� 1 ; � 2):
let � = ecr-unite (� 1 ; � 2) in
� = � 1 [ � 2

forall f 3 = (p3 ; � 3 ; � 3 ; q3) 2 �
forall f 4 = (p4 ; � 4 ; � 4 ; q4) 2 �
if (f 3 6= f 4 ^ p3 ./ p4)
join (p3 ; p4) join (� 3 ; � 4)
join (� 3 ; � 4) join (q3 ; q4)
� = � n f f 4g

pending (� ) = pending (� 1)[
pending (� 2)

if (� 1 6= � ) execute-p ending (� 1)
if (� 2 6= � ) execute-p ending (� 2)

join (p1 ; p2):
let (l1 ; u1) = p1 ; (l2 ; u2) = p2 in
let l = min (l1 ; l2) in
let u = max (l1 + u1 ; l2 + u2) � l in
let p = ecr-unite (p1 ; p2) in
p = (l ; u)
pending (p) =
pending (p1) [ pending (p2)

if (p1 6= p) execute-p ending (p1)
if (p2 6= p) execute-p ending (p2)

join (� 1 ; � 2):
let lam (� 1 ; : : : ; � n )( � ) = � 1 in
let lam (� 0

1 ; : : : ; � 0
m )( � 0) = � 2 in

forall i 2 [1; : : : ; min (n; m)] do
join (� i ; � 0

i )
join (� ; � 0)
� 1 = � 2 = lam (� 0

1 ; : : : ; � 0
max ( n;m ) )( � 0)

add-o�set (p1 ; o;p2):
if (not replaying)
pending (p1) = pending (p1) [
f < add-o�set ; p1 ; o;p2> g

let (l1 ; u1) = p1 in
if (l1 6= ? ) let p0 = (l1 + o;u1) in
join (p0; p2)

Fig. 4. Constraint enforcing functions

In an initialization step all named program variables are mapped to distinct
abstract locations with an initially empty set of ¯elds. Thereafter, the algorithm
iterates over all statements of the program beinganalyzed,and invokesfunctions,
which modify the storageshape graph such that the constraints corresponding to
the current statement are satis¯ed. We ¯rst describe theseconstraint enforcing
functions, which are outlined in Fig. 4.

There are three join functions for abstract locations, abstract functions and
ranges (i.e. both ¯eld extents and o®set ranges), respectively. The operands
of a join function call are merged. We exploit disjoint-set forests with path
compression(see[14]) to achieve fast union operations. The abstract location or
range which results from the join operation are represented by an equivalence



class representativ e (ecr) of the class of merged objects. Overlapping ¯elds of
joined abstract locations are then combined. Two joined rangesare represented
by a range, which is as small as possibleand still covers the original ranges.

The cjoin (s;p1; ¿1; p2; ¿2) function enforcesa constraint of the form ¿1 p1
E s

p2

¿2. However, it is unknown if ¿1, p1 and p2, which all a®ect ¿2, already are
determined completely at the time the cjoin function is being called. Program
statements not consideredyet may result in constraints which a®ect¿1; p1 and p2,
when the algorithm progresses.To handle this problem, the concept of pending
actions is intro duced. A pending cjoin action is attached to p1; ¿1 and p2, which
is executedas soon as on of their values changes.However, the pending action
is only attached, if the cjoin is not executedas a pending action too.

Calling add-o®set (( l ; u); o;p) ensuresthat (l + o;u) E p holds at the point
in time when the analysis runs to completion. This function applies the concept
of pending actions too.

x = s y:
let � 1 = ecr (x) ; � 2 = ecr (y) in

cjoin (s; (0 ; 0) ; � 2 ; (0 ; 0) ; � 1 )

x = s & y:
let � 1 = ecr (x) ; � 2 = ecr (y) in

let � 3 = f ((0 ; s) ; lam ()() ; � 2 ; (0 ; 0)) g in
join ( � 3 ; � 1 )

x = s op(y1; : : : ; yn):
let � = ecr (x) ; � 0 = fg in

8i 2 [1; : : : ; n ] do
let � i = ecr (yi) in

let s0 = sizeof(yi) in
cjoin (s0; (0 ; 0) ; � i ; (0 ; 0) ; � 0)

cjoin (s; (0 ; 0) ; � 0; (0 ; 0) ; � )

x = s allocate(y):
let � 1 = ecr (x) in

let � 2 = f ((0 ; s) ; lam ()() ; fg ; (0 ; 0)) g in
join ( � 2 ; � 1 )

x = s � y:
let � 1 = ecr (x) ; � 2 = ecr (y) ; � 3 = fg in

let p = (? ; 0) ; s0 = sizeof(void� ) in
let � 4 = f ((0 ; s0) ; lam ()() ; � 3 ; p)g in

join ( � 4 ; � 2 )
cjoin (s; p; � 3 ; (0 ; 0) ; � 1 )

� x = s y:
let � 1 = ecr (x) ; � 2 = ecr (y) ; � 3 = fg ; p = (? ; 0) in

let � 4 = f ((0 ; sizeof(void� )) ; lam ()() ; � 3 ; p)g in
join ( � 4 ; � 1 )
cjoin (s; (0 ; 0) ; � 2 ; p; � 3 )

x = s & y ! n:
let � 1 = ecr (x) ; � 2 = ecr (y) ; � 3 = fg ; � 3 = lam ()()

let p = (? ; 0) ; p0 = (? ; 0) in
let � 4 = f ((0 ; sizeof(void� )) ; � 3 ; � 3 ; p)g in

join ( � 4 ; � 2 )
add-o�set (p; o�set (n) ; p0)
let � 5 = f ((0 ; s) ; � 3 ; � 3 ; p0)g in

join ( � 5 ; � 1 )

x = s fun( f1; : : : ; fn) ! r:
let � = ecr (x) ; � 0

r = ecr ( r) in
let 8i 2 [1; : : : ; n ] : � 0

i = ecr ( f i) in
let � = lam ( � 1 = fg ; : : : ; � n = fg )( � r = fg ) in

join ( f ((0 ; s) ; �; fg ; (? ; 0)) g; � )
cjoin (sizeof( r) ; (0 ; 0) ; � 0

r ; (0 ; 0) ; � r )
8i 2 [1; : : : ; n ] do

cjoin (sizeof( f i) ; (0 ; 0) ; � i ; (0 ; 0) ; � 0
i )

x = s p(y1; : : : ; yn):
let � = ecr (x) ; � 0

p = ecr (p) in
let 8i 2 [1; : : : ; n ] : � 0

i = ecr (yi) in
let � = lam ( � 1 = fg ; : : : ; � n = fg )( � r = fg ) in

join ( f ((0 ; sizeof(void� )) ; �; fg ; (? ; 0)) g; � 0
p )

cjoin (s; (0 ; 0) ; � r ; (0 ; 0) ; � )
8i 2 [1; : : : ; n ] do

cjoin (sizeof(yi) ; (0 ; 0) ; � 0
i ; (0 ; 0) ; � i )

Fig. 5. Construction of the storage shape graph

Figure 5 givesa short program fragment for each possiblekind of statement,
which appliesthe functions de¯ned in the last three paragraphsfor the construc-
tion of a valid storageshape graph. The program fragments are derived directly



from the rules given in Fig. 3. The ecr function maps a variable to its abstract
location, which is represented by an equivalenceclassrepresentativ e of the set
of already merged abstract locations. We give a short step-by-step example in

(a)
T1 T2

T3

T4 T5

s2=&s1
i4=&s2->c
pi=&i
*i4=pi

s2: � 1 = fg
i4: � 2 = fg
s1: � 3 = fg
pi: � 4 = fg
i: � 5 = fg

(b)
T1

T2

T6

T4

T5

T3

8

s2=&s1
) i4=&s2->c

pi=&i
*i4=pi

s2: � 1 = f ((0; 4); �; � 6 ; p1)g
i4: � 2 = f ((0; 4); �; � 6 ; p2 = (? ; 0))g
s1: � 3 = fg
pi: � 4 = fg
i: � 5 = fg

� 6 = fg
p1 = (? ; 0); f < add-o�set (p1 ; 8; p2) > g

(c)
T1

T2

T6

T4

T5

=T3

) s2=&s1
i4=&s2->c
pi=&i
*i4=pi

s2: � 1 = f ((0; 4); �; � 3 ; p1)g
i4: � 2 = f ((0; 4); �; � 3 ; (8; 0))g
s1: � 3 = � 6 = fg
pi: � 4 = fg
i: � 5 = fg

(d)
T1

T2

T6

T4

T5

=T3

s2=&s1
i4=&s2->c

) pi=&i
*i4=pi

s2: � 1 = f ((0; 4); �; � 3 ; p1)g
i4: � 2 = f ((0; 4); �; � 3 ; (8; 0))g
s1: � 3 = fg
pi: � 4 = f ((0; 4); �; � 5 ; (0; 0))g
i: � 5 = fg

(e)
T1

T2

T6=T3

T4

T5
s2=&s1
i4=&s2->c
pi=&i

) *i4=pi

s2: � 1 = f ((0; 4); �; � 3 ; p1)g
i4: � 2 = f ((0; 4); �; � 3 ; (8; 0))g
s1: � 3 = f ((8; 4); �; � 5 ; (0; 0))g
pi: � 4 = f ((0; 4); �; � 5 ; (0; 0))g
i: � 5 = fg

Fig. 6. Illustration of storage shape graph construction

Fig. 6, which illustrates the processof building the storageshape graph. Figure
6(a) shows the graph right after the initialization step. Each oneof the program's
variables is represented by a single abstract location. Since the order in which
program statements are consideredis irrelevant for the end result, we start the
analysis with the secondstatement (i4=&s2->c ) as shown in Fig. 6(b). If the
statement would actually be executed,i4 would point to the sameobject as s2
would, but at an o®set,which is greater than that of s2 by o®set(c). This is
re°ected in the rule for statements of the kind x = s &y ! n in Fig. 5 (second
rule in the right column). The ¯rst join operation of this rule enforcesthat ¿3

represents the abstract location which variable y points to, and p represents the
corresponding o®set.The add-o®set call ensuresthat o®setrange p0 includes
p + 8 and the secondjoin coercesvariable x's abstract location to point to ¿3



at an o®setin the range p0. However, sincethe analysisdid not yet considerthe
¯rst statement of our example,s2 doesnot point anywhere. That is why a new
abstract location ¿6 is intro duced as a placeholder for the abstract location s2
will point to eventually . We know that ¿1 and ¿2 both point into ¿6 at o®setp1

and p2, respectively. We know nothing yet, however, about the rangesp1 and p2

other than `p2 is p1 + 8'. That is why an add-o®set pending action is attached
to p1, which is executedas soon as more information on p1 becomesavailable.
This happensin Fig. 6(c), which depicts what happenswhen statement s2=&s1
gets analyzed. The rule for this kind of statements is the secondone in the left
column of Fig. 5. One of the results is that the abstract location of variable s1
(¿3) gets merged with ¿6, which means that both of them represent the same
abstract location. O®setrangep1 is now known to hold at least o®set0 meaning
that p2 hasto hold at least o®set8. This is establishedby executing the pending
add-o®set action. Figure 6(d) analyzesanother address-ofexpression,but no
pending actions are triggered this time. The pointer indirection statements, as
shown in Fig. 6(e), are interesting since they modify abstract locations of vari-
ablesnot being syntactically present in the expression.Once the storageshape
graph is constructed, it is easyto infer facts like \expression *s2->c may access
variable i ".

7 Evaluation

While we do not present a proof, we argue that the proposedpoints-to analysis
has a spacecomplexity of O(N ) and a time complexity of O(RN 2), where N
denotes the size of the program and R the number of components of the pro-
gram's largest struct type, respectively. Although, accordingto personalcommu-
nications with Steensgaard,the complexity measuresgiven in his article are not
consistent, we are con¯dent that our algorithm is ase±cient asthe onedescribed
in [12].

7.1 Space Complexitiy

The space allocated during the analysis is used to record the storage shape
graph. The memory demandsare thus proportional to the number of locations,
functions, ¯elds, ¯eld extends, pointer o®sets,and pending actions, which the
graph is composedof. During the ¯rst stageof the analysisan abstract location
is created for each namedvariable and for each function parameter in the source
code. An abstract function, as well as an abstract location that contains a ¯eld
which points to the function, is created for each function de¯nition. As can be
seen,after the initialization step, the sizeof the storageshape graph is linearly
dependent on the program size N . It remains to be argued that the second
analysis stage adds a number of storage graph components, which is at most
linear to N .

For each statement of the program being analyzed,oneof the functions given
in Fig. 5 is executed once. Each one of these functions intro duces at most a



small number of new graph components. The function for statements of the kind
x = s &y createsa ¯eld in the abstract location of x, which points to the abstract
location of y. Both a ¯eld and an abstract location are createdin the function for
x = s allocate(y) and a pointer o®setfor x = s &y ! n like statements3. The num-
ber of calls of a constraint enforcing function from Fig. 4 is linear to the textual
length of the statement currently considered.For x = s op(y1; : : : ; yn) like state-
ments, e.g., the number of cjoin calls is linear to the number of operands.This
means that the accumulated number of calls of constraint enforcing functions
from the functions given in Fig. 5 is O(n).

The constraint enforcing functions given in Fig. 4 join components, but they
do not createnew ones.One exception is the cjoin function, which intro ducesat
most a single new ¯eld into the abstract location ¿2 for each external call from
one of the functions in Fig. 5.

A constant number of newpendingactions are attached to graph components
only in the cjoin and the add-o®set functions and only if they aredirectly called
by oneof the functions given in Fig. 5. The number of pending-actionsattached
to storagegraph components is thus linear to the program sizeas well.

The overall sizeof the storageshape graph is therefore O(N ), with N denot-
ing the sizeof the analyzedprogram.

7.2 Time Complexit y

According to our arguments in section 7.1 the number of graph components is
O(N ). Since a join operation removes a graph component logically, the total
number of join invocations is restricted to O(N ) as well.

The most expensive join function is the one that mergesabstract locations
(join (¿1; ¿2) in Fig. 4). The ecr-unite function is of O(®(N ; N )), where® is the
inverseAckerman's function [14], which is almost constant. For compact presen-
tation, the combination of the ¯elds of both abstract locations is donein a nested
loop. However, if the ¯elds are sorted by position, this can be easily achieved
in O(R), where R is the number of components of the program's largest struct
type. The join s in the loop body are already accounted for by the argument in
the previousparagraph. The number of pending actions attached to the abstract
locations is O(N ) too. SinceO(R) µ O(N ) and O(®(N ; N )) µ O(N ) hold, the
complexity of the join function is O(N ) times the complexity classof executing
a pending action.

A pending action is either a pending cjoin or an add-o®set operation. Both
functions do not execute other pending actions. With complexity class O(R),
the cjoin function is the most costly one.This is due to the loop, which iterates
over the ¯elds of ¿1. The join operation, which is a short hand for joining ¸ 0; ¿0

and q0 with the corresponding components of ¿2, is already accounted for.
3 Somestatements in the algorithms shown in Fig. 4 and Fig. 5 intro duce new storage

shape components just to be able to be more concise. An e±cient implementation
would not create new components here. The pointer o®setp0 for example, which is
intro duced in the add-o®set function in Fig. 4, is used only to ensure that (l1 +
o;u1) E p2 , without having to handle pending actions.



The overall complexity for performing the proposedanalysis on a program
of sizeN is thus O(RN 2), whereasR denotesthe number of components of the
largest struct type of the program.

7.3 Exp erimen tal Results

The proposedanalysis algorithm was implemented as part of our PEAC tool,
which eventually will evolve into a Partial Evaluator for Ansi C. The tool is
implemented in C++, it wascompiledwith the GNU Compiler Collection version
3.3.2. The following benchmarks were carried out on a Pentium MMX 233MHz
running the Sargeversion of Debian GNU/Lin ux.

Table 1. Results

bench- time AST # of vars. # of vars. ([13])
mark [ms] LOC nodes 1 2 3 4 5 6 7 16 20 22 34 270 1 2 3 4 5 6 7 8 14 15 16 18 22 24 26 30 32 44 74 78 113 285 624
anagram 62 590 3,271 3 1 3 1 1
bc 1,244 6,098 28,003 5 1 1 5 2 2 2 1
ft 170 1,207 7,359 2 2
ks 94 733 4,941 1 2 1 2 1
yacr2 342 3,072 13,424 2 3 1 1 3 1
compress 103 804 4,412 1 2 4 1
eqntott 400 2,450 13,162 8 5 8 2 1 1 1
espresso 16,760 11,691 94,100 17 10 1 1 1 1 19 12 2 2 1 2 1 1 1 1 1 1 1
li 3,050 7,355 40,049 3 1 1 1 2 1 4 1 2 1 2 1 1
sc 3,906 7,129 42,997 4 2 1 2 1 10 5 4 2 1 1 1 1 1 1
alvinn 46 261 1,607 10 9
ear 453 2,443 13,195 4 1 1 1 23 3 2 1 1

Tab. 1 summarizescharacteristic results from applying our analysis method
to the freely available programs of Todd Austin's pointer intensive benchmark
suite [1] as well as to some of the programs of the SPEC'92 benchmark suite
[11]. Theseprogramsare typical benchmarks for points-to analysesand often ap-
plied in other publications. The stated CPU times werederived from performing
points-to analysison top of the abstract syntax tree representation. Parsing and
variable name resolution do not contribute to these¯gures.

The remainder of the table presents the number of abstract locations in
the computed storage shape graph, which represent a given number of aliased
variables in the program. There is just one couple of variables in the anagram
sourcecode,e.g.,which our analysiscannot di®erentiate. This meansthat, based
on our analysis, each pointer referencing one of the two variables may as well
point to the other. For yacr2 there exists onegroup of three non distinguishable
variablesand three pairs of two such variables.Abstract locations that represent
only a single variable are only accounted for if they are pointed to from another
location. The remainder are variables whoseaddressesare never taken, which
makestheir number non meaningfull.

Theseresults are given for our own analysisaswell asfor the onedescribed in
[13]4. The proposedanalysisachievesat least the sameprecisionasSteensgaard's
initial work and is more precisein most of the cases.
4 Unfortunately this kind of results is not reported on in [12], which is closer to our

analysis.



8 Conclusion

This paper presents a new fast points-to analysis for languageswith structured
types. The proposed analysis computes alias information with a higher level
of precision than the one described in [12]. In addition, we are con¯dend that
both have the samecomplexity in time and spacewhile the proposedanalysis is
conceptually simpler.
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